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The rapid advancement of generative Al and exponential growth of model parameters has driven the pursuit
of alternative arithmetic formats to enhance efficiency while maintaining inference accuracy. While earlier
efforts to implement small floating point formats (minifloats) have been somewhat ad-hoc, the Microscaling
MX formats proposed by the Open Compute Project offer a standard around which hardware designers can
converge. This paper explores the design space of systolic array architectures for Microscaling MX formats on
FPGAs. It provides a detailed analysis of the area and timing characteristics of systolic arrays implemented
on AMD UltraScale+ FPGAs for 6-bit and 8-bit MX formats, exploring different accumulation and pipelining
strategies while maintaining high computational throughput. Our most optimized design reaches a peak
throughput of 568 GOPS using 4-stage and 3-stage pipelined Exact accumulation for MXFP6 E3M2 and E2M3,
respectively.
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1 Introduction

Generative Al and Large Language Models continue to push the limits of model size, leading to
challenges meeting computational and efficiency needs for both training and inference. Efficient
high-performance architectures remain a key enabler for training of these models, and will play an
ever more important role in deployment of inference systems, where power and computational
capability are more constrained.

In recent years, the quantization of models has become increasingly important. By reducing the
numerical representation of model parameters (and activations), models can fit within a smaller
memory footprint, and potentially take advantage of more efficient arithmetic hardware primitives.
Key to this is the tolerance of models to quantization with regard to final inference accuracy. While
integer quantization has been explored widely in the past, many models have parameters with a
high enough dynamic range to make such quantization problematic from an accuracy perspective.
Hence, lower precision floating point representations have been proposed and indeed implemented
in commercial architectures. So far, this has been an effort by individual vendors. However, the
Microscaling (MX) formats [31] have been proposed as a common standard by the Open Compute
Project, these formats are expected to become more widely adopted in future systems. The MX
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format is a block floating point format, meaning blocks of numbers share a scale factor, allowing
the individual elements to use fewer bits for their own exponents.

Previous work has explored convolutions [5, 41] and GEMM [11, 21] on FPGAs in the context of
both image processing and neural networks, including a focus on exploiting DSP blocks for high
throughput integer arithmetic [4, 15, 28, 40, 42].

FPGAs are uniquely placed to allow the exploration of new number formats since arbitrary
operators can be implemented on their flexible fine-grained logic fabric. Previous work has explored
dot product operators for MX formats on FPGAs [33], demonstrating the accuracy/area tradeoff.
However, the implementations presented were limited to basic operators and not scaled to full
matrix-matrix multiplication nor were architectural design trade-offs examined.

To address this gap, we present what is, to our knowledge, the first detailed exploration of
MX-format systolic array architectures on FPGAs. Although several prior efforts construct systolic
arrays for quantized formats, to our knowledge, most focus on integer/fixed point representations
and none provide a detailed exploration of MX formats, including accumulation methods and PE
pipelining strategies, as presented here. We implement and evaluate two accumulation strategies—
Exact and BF16—and study their impact on numerical accuracy, resource utilization, and throughput.
We further investigate the scalability of our designs through pipelining and systolic array size
variation, demonstrating a viable path to high-throughput MX format matrix multiplication on
FPGAs.

Matrix multiplication (GEMM) is the computational backbone of modern Transformer-based
LLMs: the attention mechanism involves multiple matrix-matrix products (QK?, AV, and projection
layers), while the feed-forward network consists of two large GEMMs. More than 90% of the FLOPs
in LLM inference arise from such operations, and their dimensions are sufficiently large to fully
utilize systolic arrays when tiled appropriately. Thus, while our evaluation focuses on GEMM
kernels, these results directly reflect the performance-critical components of LLM workloads. By
studying MX-format systolic arrays at the kernel level, we establish a foundation for understanding
their impact on real-world LLM training and inference efficiency.

The key contributions of this paper are:

e A systolic array architecture tailored to MX format GEMM, with support for multiple MX
variants (MXFP8, MXFP6).

e A comparison of two accumulation strategies: Exact and BF16, analyzing their trade-offs in
accuracy, resource usage, and implementation complexity.

e Deep pipelining of the Processing Element (PE) design to improve throughput with minimal
latency overhead and analysis of systolic array size scaling

e Detailed performance analysis comparing the proposed approaches in terms of throughput,
resource utilization, and power consumption

e Release of an open-source implementation of these designs to enable reproducibility and
future research, available at [1].

2 Background and Related Work
2.1 Microscaling MX Formats

The MX formats, introduced in 2023 [31], represent a collaborative industry effort to standardize
low-precision floating point computation for Al systems. A range of data formats are already used
in Al hardware, some examples of which are depicted in Figure 1(a). However, this standardization
should encourage better compatibility of Al hardware and tools.

The MX formats encompass five 8-bit and smaller floating-point variants and one 8-bit integer
format, all with a consistent block size of 32 elements, that share an 8-bit block scale factor, as
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Fig. 1. Data format composition as used in DNN hardware (a), for a single block in the MX format (b), and
the element types for MX format (c).

detailed in [30]. For instance, MXFP8_E4M3 represents an 8-bit floating-point number with 1 sign
bit, 4 exponent bits (microscale), and 3 mantissa (significant) bits for each element within the block.
Figure 1(b) illustrates this structure, while Figure 1(c) shows the element data types for the MX
format.
(=1)% x g(0,M) x 217" E = 0 (denormal)
f(s,E,M) =3 (=1)* x g(1, M) x 277 E # 0 (normal) (1)
0 E=M=0

A key innovation of the MX formats lies in having a block of k elements share the same scale
factor, optimizing precision, memory use and computational efficiency. The MX and FP8 format
specifications [23, 30] define denormal, zero and NaN handling, expressing real number values as in
equation 1. Here, 7 is the exponent bias specific to each format (e.g., n = 7 for E4M3), and g(p, M)
denotes the implicit leading-bit logic applied to the mantissa M depending on whether the number
is normalized (p = 1) or denormalized (p = 0). The block size k = 32 is fixed across all MX variants.

While prominent in the MX standard, the concept of shared exponents for blocks of data
originated in the 1970s [38]. Microsoft Research used this approach in their MSFP (Microsoft
Floating Point) format [8], laying the groundwork for the MX standard. The MSFP implementation
used purely shared exponents for blocks of mantissas, differing from MX where each element
maintains its own microscale. This design choice for MSFP enables exceptionally high computation
density, surpassing even INT8 performance. But it is also more prone to outlier clipping, since all
values within a block must conform to a single shared exponent without any per-element scale
compensation. In contrast, MX formats retain a microscale exponent per element, allowing finer
granularity and better resilience to dynamic range variation within a block.

Initial evaluations of the MX format for direct quantization of LLMs have demonstrated effec-
tiveness for both training and inference [31]. MXFP6 formats were shown to match FP32 baseline
performance with some extra epochs, with sub-8-bit training of generative language models show-
ing promising results for reduced hardware cost. Further investigation of FP8 in deep learning
applications and examples of target applications for ESM2 and E4M3 were discussed in [23]. A
design platform for accelerating edge inference for LLMs using block floating point quantization on
FPGAs for the llama.cpp inference framework was presented in [14]. Recent research has evaluated
MX formats from a hardware perspective, implementing combinational dot product units with exact
accumulation [33]. This FPGA implementation analyzed area/accuracy trade-offs for ResNet-18
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across various MX formats and block sizes. While they developed parallel dot-product operations,
the work focused on combinational component-level implementations rather than complete GEMM
accelerators.

Further investigation of format conversion in hardware between traditional floating point and
MX formats was explored in [13]. MX format quantization was explored in robotics in [6]. The
hardware support for all the MX data types efficiently using specially designed L1 and L2 adders
and switching between data types on the fly enabled an investigation testbed.

Despite these initial investigations, there remains a lack of a detailed study on implementing MX
format processing hardware that addresses scalability, performance, and detailed FPGA mapping.

2.2 Systolic Array Design

Systolic arrays have gained recognition for their high throughput and cost-effectiveness in regular
computations like GEMMs. Beyond the Google TPU [17], many neural processing unit (NPU)
architectures are built around a core systolic array for matrix multiplication. The research commu-
nity has been exploring systolic array architectures for over a decade [35-37, 43]. Indeed design
automation tools have been proposed for compiling systolic arrays using High Level Synthesis,
targeting FPGAs for integer and traditional floating point data formats [36]. Recent research has
explored pipelined implementations, including investigating PE unit pipelining effects on latency
and energy consumption in ResNet50 [12]. Further, the relationship between systolic array size,
frequency degradation, and throughput improvement, and a proposed optimized fused MAC unit
design were explored in [25]. Recent work like CARAT [26] introduces a radically different systolic
array architecture that eliminates multipliers by leveraging temporal coding, targeting FP8 GEMMs.
While designed independently of MX format constraints, its approach to rethinking the PE datapath
highlights potential opportunities for alternative MX-compatible designs that reduce resource
usage by trading off time for hardware complexity.

Wu et al. [39] propose a systolic array architecture targeting BFP8 quantization on FPGAs,
achieving near-int8 throughput by leveraging standard DSP blocks for accumulation. Their design
maps block floating-point operations onto existing INT8-optimized DSP slices, enabling reuse
of hardware resources without major modifications to the backend. However, the block-level
quantization introduces numerical artifacts in deeper layers due to coarse exponent sharing, and
the architecture lacks support for exact accumulation.

In addition to precision format and PE microarchitecture choices, systolic array performance
is strongly influenced by the choice of dataflow organization. Dataflows are typically classified
into output-stationary, weight-stationary, and activation-stationary schemes, each optimizing for
different forms of data reuse and communication overhead:

e Output-Stationary (OS): Each PE retains its partial sum locally until the full output value is
computed, while only weight and activation values are passed between PEs.

e Weight-Stationary (WS): Each PE keeps a fixed weight while activations are streamed through,
minimizing weight movement but requiring partial sums to propagate between PEs.

e Activation-Stationary (AS): Each PE holds a fixed activation while weights are streamed,
reducing activation movement but increasing partial sum and weight communication.

2.3 Accumulation for Low-Precision Formats

When dealing with minifloats, rounding intermediate results to the constrained representation
within an accumulation loop would introduce significant error due to the constrained dynamic
range. Hence, when building a matrix multiplication engine in hardware, we must pay attention to
accumulation of products.
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Fig. 2. Two dimensional output-stationary systolic array.

Kulisch Exact accumulation [19] is an approach that exposes the full dynamic integer range for
accumulation, providing high precision and preventing accuracy loss during MAC operations. This
method is particularly well-suited for low precision applications, as the maximum accumulator
wordlength is directly dependent on the exponent width. While initial work in [20] focused on
single and double precision representations requiring hundreds of bits for accumulation, the method
translates well to minifloats where the exponent range is small.

Existing studies on hardware implementations for minifloats compared integer and minifloat
performance for CNN accuracy with post-training quantization to determine Weight X Activations
Pareto-optimal configurations [2]. The resulting MAC unit design achieves relative simplicity with
a two-stage pipeline. Research in [7] examines Exact accumulation and wordlength effects on
frequency and resource utilization for a single MAC operation. Additional work demonstrates exact
dot product accumulation for FP8 and Posit8, providing insights into accumulator sizing and result
conversion [9]. Small wordlength integers have been widely studied due to their hardware simplicity
and high throughput capabilities. While integer representations suffer from limited expressive-
ness—making them unsuitable for training and requiring careful quantization for inference—the
MX specification includes integer formats that show promise. In [10], the authors demonstrated
competitive accuracy using 8-bit integer quantization for inference of LLMs. Another approach to
accumulating minifloats is to use a more capable representation such as FP32 accumulation for
FP8 product values, with fused 4-way dot product accumulation using the FP32 format, offering an
alternative to standard FP accumulation [22].

3 MX Systolic Array Architecture Design

3.1 Architecture Overview

In this work, we adopt an output-stationary systolic array architecture to reduce resource utilization
and simplify MX shared-scale handling. This decision avoids the complexities and resource overhead
associated with result propagation in alternative systolic array configurations. For example, for
exact accumulation, a weight-stationary architecture for the ESM2 format would require 72 bits
of accumulation data to be propagated between PEs. A top module controls data movement into
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the PEs and outputs the results when ready. The final results are produced in the BF16 data
format, which offers the same dynamic range as FP32 at half the storage and bandwidth cost, while
avoiding the overflow risks of FP16 and the precision loss that would occur if GEMM results were
forced directly into MX formats without re-quantization. This makes BF16 a robust and efficient
intermediate representation for subsequent quantization or reuse in later GEMM operations. A
data_valid at the inputs to each PE ensures each only accumulates valid products. Systolic arrays
have predictable fixed data movement patterns, allowing minimal control within the array. We use
the Microscaling MX Pytorch emulation library [24] to create quantized MX data blocks for testing
and verification, which are simulated in AMD Vivado and compared to the emulated PyTorch code.
We focus on the MXFP8 and MXFP6 variants of the MX format family, implementing denormal,
zero, and NaN handling to ensure compliance with MX format specifications. We have designed
two different systolic array architectures with distinct accumulation strategies, highlighting their
respective trade-offs, and subsequently compared them against related work. Our architectures are
distinguished by their support for shared-scale MX formats, deep pipelining of exact accumulation
paths, and hardware-friendly rescaling mechanisms, enabling compliant and high-throughput MX
format matrix multiplication that has yet to be demonstrated on FPGAs. The parallel dot-product
engines in [32] offer high raw compute density, but require wide memory bandwidth and parallel
data feeding, making systolic arrays a better fit for structured and scalable MX computation on
FPGAs. Furthermore, those designs did not consider pipelining of the arithmetic operators.

3.2 Accumulation Strategies

The two distinct accumulation approaches we explore, offer a trade-off between precision, resource
utilization, and computational efficiency. Furthermore, the matrix multiplication results can vary
due to the adopted strategy.

3.2.1  Exact Accumulation. The Exact (Kulisch) accumulation approach prioritizes precision while
requiring a larger accumulation register. The PE architecture for this scheme is presented in
Figure 3a. After unpacking the signs, exponents, and mantissas of the inputs, multiplication of
mantissas is performed. The product is then shifted by the amount determined from summing
the exponents. This accumulator does not lose any precision within the integer domain during
accumulation as it captures full range of the inputs as an integer. When exponent width is small
exact accumulation is attractive as the range it spans is compact. The drawback is storing and
accumulating to a wide integer result, which can be costly in terms of hardware resources. Key
features of this method include:

e Extended accumulator width to prevent precision loss
o Optimized bit field handling for mantissa alignment
o Configurable pipeline depth for throughput optimization

This approach is highly amenable to deep pipelining due to its inherent characteristics. The critical
operations are distributed in a balanced manner across the computational datapath, allowing
suitable partitioning across pipeline stages. Most importantly, the integer feedback accumulation
is a low latency operation that does not limit frequency by dominating the critical path as is
the case for floating point accumulation, because integer accumulation is well suited to FPGA
implementation using LUTs.. We are hence able to insert multiple pipeline registers throughout the
design without being constrained by accumulation dependencies, resulting in significantly higher
operating frequencies while maintaining computational accuracy. The width of the accumulator
can be calculated using equation 2 where k is block size.

accyigih = 2 X (2594 4 Myigy) + [log, (k)1 @)
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Fig. 3. Comparison of PE architectures for Exact and BF16 accumulation strategies.

After computing the block-level accumulation in Exact mode, the resulting value is a wide, un-
normalized integer. To output this value in a standard floating-point format like BF16 or FP32,
it must be rescaled and normalized. This conversion process relies on the shared scale factors
associated with each MX input block, which are computed during quantization. The shared scale
is calculated using equation 3, where V; is the i-th input value in the block and emax,, is the
maximum exponent representable in the MX format.

shared_scale = |log, (mlalx Vi) ] — emax. iem (3)
i=

Using these scale values from both input blocks, the final exponent and BF16-compatible output
are computed via the following steps from result x:

1. Input Bias Adjustment: Incorporates the shared scale factors of both MX blocks, shared_scale;
and shared_scale,, along with the output format bias and the shift range of the product:

biasinpur = biaspris— emaxejem — shared_scale;+ biaspris — emax ey — shared_scale,+MSB—LSB (4)

2. Absolute Value Computation:

| {—input if sign = 1 (negative number)
x| =

5
input  if sign = 0 (positive number) )

3. Number Alignment:
aligned,,,,,, = |x| < Iz_count (6)

4. Final Exponent Calculation: Using the bit-width of the accumulator, the leading-zero shift,
and the adjusted bias, the normalized output exponent is computed as:

exp = accyyigrh — lz_count + biasgris + round_over — biasippur — 1 7)

accyigrn is the original width of the accumulated result from equation 2

MSB and LSB are most and least significant bits of product as given in [7]

Iz_count is a count of leading zeros to compensate for the normalization shift performed in
step 3

e round_over is for potential mantissa rounding overflow

o biaspr;s is exponent bias for BF16 format

e biasinpy: accounts for the combined effect of shared input scales and fixed-point shift intro-
duced during accumulation
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3.2.2 BF16 Accumulation. Recognizing the potential area impact of the large accumulator used
for exact accumulation, we also considered floating point accumulation using BF16 [18], which
has previously showed compelling performance for deep learning as it has the same dynamic
range as FP32 but using fewer resources due to a smaller mantissa. We chose BF16 over FP16
as the accumulation format even though both are 16-bit representations. The key reason is that
MXFP8_E5M2 uses a 5-bit exponent, which matches the exponent width of FP16. As a result,
using FP16 for accumulation would not extend the dynamic range beyond that of the input format,
making it ill-suited for block-level accumulation where intermediate sums can grow significantly.
In contrast, BF16 provides an 8-bit exponent, offering a wider dynamic range and better robustness
during accumulation of low-precision values like MXFP8_E5M2.

Performing accumulation in this format enables more area-efficient implementations for low
precision floating point numbers that have a wide range. We implemented multiple BF16 PE
architectures, including 1-, 2-, and 3-stage MAC designs. While deeper pipelining is challenged by
the floating point accumulation feedback loop being on the critical path, we explored techniques
such as double-pumping [16] to mitigate this. This allows a high-throughput adder to operate across
alternating phases, effectively relaxing the single-cycle constraint and enabling higher operating
frequencies in multi-stage pipelines.

Importantly, MX formats are not well suited for accumulation due to their limited mantissa
precision. Each accumulation step would require rounding the intermediate result back into the
narrow mantissa width of the MX representation, causing small contributions to be repeatedly
truncated. Over large matrix multiplications, these rounding effects accumulate, leading to signifi-
cant accuracy degradation. Thus, while MX is effective for compact representation of operands, a
higher-precision floating-point format is required for reliable accumulation.

Figure 3b illustrates the architecture of the BF16-based PE. It consists of a multiplier that takes
MX inputs, performs exponent addition and mantissa multiplication, and converts the result to
BF16 format. The output is then passed to a BF16 Adder that accumulates it with the current PE
accumulator value. This design supports BF16 accumulation natively, eliminating the need for final
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format conversion. A more detailed view of the multiplier and adder/subtractor components is
shown in Figure 4. The multiplier takes two elements in MXFP format, adds unbiased exponents,
multiplies the mantissas, and converts the result to BF16 by applying the BF16 bias to the exponent
while properly aligning the mantissa bits to the BF16 precision. During multiplication all results
are output in BF16 without any precision loss for any MXFP format as the mantissa width is 7
bits. The BF16 Adder block first determines which operands has a larger absolute value, aligning
mantissas accordingly. The aligned mantissas are added or subtracted based on their signs, followed
by a LZC (leading zero counter) block and normalization to adjust the mantissa for final form and
send the values to the Adjustment block which produces the result exponent derived from larger
exponent (exp_big). The final sign is then the sign of larger input operand. Precision loss can occur
during BF16 accumulation due to its limited mantissa width. When adding values with significantly
different exponents, alignment shifts can cause least significant bits to be truncated or rounded
away. This effect becomes more pronounced when summing over blocks of low-precision MX
inputs, where small intermediate results may be lost during accumulation.

Rescaling to account for the shared scales of the input MX blocks is triggered when the done
signal is asserted, indicating the end of accumulation. In the BF16 accumulation design, this step is
simplified compared to the Exact case. Since the result is already in floating-point form, rescaling
becomes a straightforward bias correction: a combined offset—computed from the shared scale
values and the BF16 exponent bias—is added directly to the exponent of the accumulated result. No
normalization or leading-zero detection is needed, which keeps the rescaling block compact and
efficient.

With a smaller accumulation register and direct result propagation, BF16 accumulation can
enable larger systolic array sizes using fewer resources compared to exact accumulation. This
trade-off is generally effective for MXFP8 formats, but as the exponent range shrinks, as in MXFP6,
the benefit may diminish or disappear.

3.3 Pipelined PE Architecture

To improve throughput, we developed pipelined Processing Element (PE) architectures with ad-
ditional register stages to reduce critical path delay. While deeper pipelining increases resource
usage, it allows the design to achieve higher operating frequencies

3.3.1 Enhanced Throughput Design. The pipelined PE introduces the following architectural en-
hancements:

e Register stages within each PE to hold intermediate values
e Optimized datapath segmentation to reduce critical path delay
e Balanced pipeline depth for improved operating frequency

The pipelined architecture adds several cycles latency overhead compared to the base design, as
the delay introduced in each PE staggers data flow to neighboring PEs. Pipelining proves especially
beneficial for large matrix sizes, where the compute phase dominates and pipeline overhead is
amortized. For smaller workloads, however, the array fill and drain delays become more significant,
and under-utilization of deep pipelines may reduce efficiency.

3.3.2  Performance Considerations. Figure 2 illustrates the output-stationary systolic array architec-
ture, where data flows from the top and left edges into the array. Each PE receives operands from its
top and left neighbors, performs multiplication and accumulation, and passes values to the bottom
and right. This creates a diagonal wavefront of computation, where each row and column is offset
by one cycle. With pipelined PEs, the internal delay compounds this propagation offset, increasing
the array fill and drain time. To maintain high throughput, it is critical that the active computation
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Table 1. Resource availability on the AMD Alveo U280.

Resource LUTs FFs BRAMs DSPs

Available 1,303,680 2,607,360 2,016 9,024

window dominates total execution time—something naturally achieved when processing large
matrices.

3.3.3 Double Pumping. In BF16 accumulation, the critical path arises from the feedback loop of the
accumulator, especially once the PE is extended to multiple stages. To address this, we implement
double-pumping by maintaining two parallel accumulation paths within each PE one for even-
indexed operands and one for odd-indexed operands as shown in Figure 5. Each path uses a separate
accumulator register named even_acc and odd_acc, enabling computations to alternate without
waiting for feedback from the previous cycle. In this approach, the first and second adder stages
operate on different input pairs in alternating cycles. A toggle control determines which register
receives the result, based on the input order. If the current input to the two-stage adder corresponds
to an odd-numbered cycle, the result from it is routed to the odd accumulator; otherwise, it is
stored in the even accumulator. This decouples accumulation from the single-cycle dependency,
allowing it to run at half the frequency, thereby allowing the rest of the design to achieve higher
frequency [3, 29]. However, the approach requires an additional final addition step to combine
the two accumulators, introducing hardware overhead and one additional cycle latency for the
final output. The final adder is implemented as a separate pipelined unit instead of reusing the
existing two-stage accumulator. This avoids stalling data flow into the systolic array; reusing the
accumulator for the final addition would require holding incoming data for more cycles at each
MX block, introducing a stall that would degrade overall throughput.

4 Systolic Array Implementation

We implement all designs on an AMD Alveo UltraScale+ U280 FPGA (XCU280 device) platform in
Verilog, using AMD Vivado 2022.1 Design Suite. The large size of the FPGA allows us to explore
the design space in depth. Available resources are as shown in Table 1.
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4.1 Test Methodology

To verify functionality for the MX format values with shared block scale and ensure correct
accumulation, we performed the following:

4.1.1 Test Data Generation and Verification. Leveraging the Microscaling MX Pytorch library [24],
we generated quantized test data blocks in MX formats for comprehensive validation of our design.
Test vectors were created with particular attention to shared scale generation according to format
specifications. Our verification approach compared the results of our Vivado RTL simulations to
the expected results generated by the PyTorch MX format emulation for comparison.

4.1.2  Test Coverage. To ensure correctness and robustness across all supported MX formats, our
test suite covers a comprehensive set of functional and edge-case scenarios. It includes validation
of numerical behavior, compliance with format specifications, and hardware-level functionality
under various configurations. This approach ensures that both data correctness and architectural
behavior are verified across different pipeline depths, accumulation methods, and array sizes. Our
test suite systematically verified the following aspects:

e Normal operating ranges across full dynamic range of the format

e Edge cases including maximum/minimum representable values

e Denormal number processing capabilities

e Zero value and NaN handling according to MX specification

e Various systolic array sizes (4 X 4 through 32 X 32) to verify scalability
e Corner cases for accumulation overflow/underflow conditions

We scaled our systolic array sizes from 4 X 4 up to 32 x 32, which we selected as the upper bound
for this study. This choice aligns with the AMD Alveo U280’s 512-bit PCle data interface, enabling
fully efficient data streaming without throttling the array’s performance.

To confirm that compute gains are practically realizable within realistic I/O limits, we analyze
the cycle-level interface requirements of our largest array. In an output-stationary 32x32 systolic
array with MXFP8 inputs and BF16 outputs, data enters from the north and west borders: 32 + 32 =
64 input values per cycle at 8 bits each (512 bits/cycle). On the output side, the array produces one
value per column per cycle at 16 bits, i.e., 32 x 16 = 512 bits/cycle. This balanced 512-bit input and
512-bit output per cycle maps directly to the U280’s 512-bit interface, indicating that the array can
be driven at full rate without exceeding bandwidth FPGA memory bandwidth constraints.

4.1.3  Numerical analysis. The accumulation strategies used in our work—Exact and BF16—have
been previously validated across a range of workloads. Exact accumulation for low-precision
floating-point formats has been investigated in [34], demonstrating its effectiveness in preserving
accuracy across different deep learning tasks. Similarly, BF16 accumulation has been shown to be a
practical and scalable choice for large-scale models; for instance, in [27] authors successfully em-
ployed BF16 accumulation during both training and inference of large language models, confirming
its numerical reliability. Furthermore, BF16 accumulation is also highlighted in [23] as a reliable
accumulation strategy for deep neural networks using FP8 formats.

We conducted our own numerical accuracy analysis for multiple MX floating-point formats using
both accumulation strategies, and the results are summarized in Table 2. For each format, we report
the Mean Absolute Error (MAE), Mean Squared Error (MSE), and Relative Absolute Error (RAE)
across a range of standard deviations (STD). These results allow us to directly compare the impact
of accumulation strategy on numerical precision under different data distributions. Notably, BF16
accumulation consistently yields higher error values compared to Exact accumulation, reflecting its
lower precision in capturing fine-grained numerical differences. Moreover, the level of numerical
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Table 2. Numerical Accuracy of MX formats using exact and BF16 accumulation methods.

Format STD MAE MSE RAE
Exact BF16 Exact BF16 Exact BF16

1 20x1073 21x1073 95x107° 83x107% 13x1073 4.0x1072
MXFP8 E5M2 05 52x107% 49x1073 57x1077 43x107°> 13x1073 4.1x1072
01 20x107° 21x107% 1.0x107° 97x107% 1.4x1073 4.8x1072

1 82x1073 3.1x107% 1.6x107% 20x1073 18x1072 95x1072
MXFP8 E4AM3 05 20x1073 7.6x1073 95%x107% 1.0x107% 1.7x107% 6.7x 1072
0.1 82x107° 32x107% 1.6x107% 2.0x1077 22x107% 9.2x102

1 21x1073 22x107% 1.0x107° 1.0x1073 1.6%x1073 5.0x 1072
MXFP6 E3M2 05 54x107% 54x1073 6.6%x1077 61x107° 23x1073 4.2x1072
0.1 24x107° 21x107% 1.0x107% 1.0x1077 7.0x1073 5.6x1072

1 57x1072 84x107% 62x1073 12x107%2 23x107! 25x107!
MXFP6_E2M3 05 1.6x1072 20x1072 46x107% 7.8x107% 27x10"! 23x107!
01 61x107% 97x107% 59x1077 15x107° 1.8x107! 2.6x107!

error is also influenced by the standard deviation of the input data: distributions with larger STD
tend to amplify both absolute and relative errors, while smaller STD values result in reduced error.

4.2 Implementation Optimization

The implementation process focused on optimizing both resource utilization and timing perfor-
mance. Key optimization techniques employed include:

e Hierarchical critical path analysis: Identifying timing-critical components and partitioning
them into balanced pipeline stages, placing registers strategically to minimize timing viola-
tions while controlling resource overhead.

e Pipeline balancing and buffer optimization: Optimized data flow through the systolic array
with properly sized buffers between PEs and efficient boundary data streaming.

o Advanced register retiming: Using Vivado’s retiming capabilities to redistribute pipeline
registers post-synthesis for even logic distribution between stages.

We employed Vivado’s out-of-context (OOC) synthesis and implementation flow results indepen-
dent of board-level constraints. This approach isolates the design modules from board-specific
I/O constraints and timing requirements, enabling more accurate comparative analysis of our
architectural variants. Power consumption estimates were derived directly from Vivado’s power
analysis tool which is based on default vectorless techniques, providing insights into the design’s
energy efficiency across different configurations. All results are post-place-and-route.

5 Results and Analysis

We developed parameterized systolic array designs to evaluate the different design choices across
various metrics. We tested array sizes of 4x4, 88, 16x16, and 32x32 for both accumulation strategies
(Exact and BF16) and both MXFP8 format variants (E4M3 and E5M2) and MXFP6 format variants
(E3M2 and E2M3). For each configuration, we measured frequency (MHz), resource utilization
(LUTs and FFs), and power consumption (W). The comprehensive results of our experiments are
presented Table 3, providing detailed metrics across all configurations. These measurements reveal
the tradeoffs between computational throughput and hardware cost. We also investigated how
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tive example of trends observed across other MX formats and accumulation strategies.

pipeline depth impacts performance as array dimensions increase, identifying key scaling patterns
that can guide design decisions for specific applications.

5.1 Performance Scaling

Our systolic array design demonstrates consistent performance characteristics as dimensions scale
from smaller 4 X 4 configurations to larger 32 X 32 arrays. Figure 6a shows frequency achieved
for the MXFP8_E4M3 design with exact accumulation; other configurations follow a similar trend.
Frequency exhibits stability across different array sizes, with only modest degradation as dimensions
increase. We observe that performance generally scales in a regular pattern with increasing pipeline
stages. However, some exceptions occur—for example, in the 4 X 4 configuration, the 4-stage design
outperforms the 3-stage version, unlike in larger array sizes. This irregularity is likely due to tool
optimizations, where the smaller design might achieve better placement and routing, resulting in
higher frequency. The base single-cycle PE design maintains good scalability, dropping from 398
MHz for 4 X 4 to 300 MHz for 32 x 32. It is also worth noting that the relative frequency gains
from pipelining diminish as the array size increases, since larger arrays are increasingly limited by
interconnect and global timing constraints.

This good frequency scaling behaviour can be attributed to the simplified control and regular
nearest-neighbor communication structure of the systolic array, avoiding long critical control paths
that would limit frequency as array dimensions grow. Resource utilization increases quadratically
with array dimensions, and routing congestion is what drives the modest frequency drop for large
arrays.

5.2 Pipeline Optimization and Workload Efficiency Analysis

Pipelining introduces additional latency during the filling and draining phases of systolic array
operation, creating a trade-off between maximum frequency and overall computational efficiency.
Figure 6b illustrates how throughput varies with increasing workload size for a 32 X 32 systolic
array using the MXFP8_E4M3 format. As the workload grows, the overhead from array filling
and draining becomes less significant, allowing throughput to approach the peak determined by
the operating frequency. This behavior highlights the importance of sufficient workload size to
fully utilize deeply pipelined designs. This trend aligns with LLM workloads: attention and MLP
projections instantiate large GEMMs (dimensions in the thousands), which map onto our 32x32
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Fig. 7. Throughput of exact and BF16 accumulation designs for 32 X 32 systolic array.

systolic array through regular tiling. For such workloads, the fill/drain overhead becomes negli-
gible, and utilization remains close to the steady-state peak. Hence, the kernel-level throughput
we report is representative of sustained performance when these GEMMs are executed in practice
within Transformer computation.

Figure 7 illustrates throughput trends across pipeline depths and accumulation strategies. We
first examine the impact of PE pipeline depth on performance, and then contrast Exact and BF16
accumulation approaches. For MXFP8_E4M3 using Exact accumulation, the design achieves peak
throughput at 3 pipeline stages (499 GOPS), but performance drops at 4 stages (393 GOPS) due to a
noticeable frequency reduction. This highlights that deeper pipelining does not always translate
to higher throughput, particularly in larger systolic arrays where added intermediate states can
increase routing congestion and limit achievable clock frequency.

An exception to this trend is seen with the MXFP6_E3M2 format, where the 4-stage Exact design
maintains high throughput. This is likely due to its narrower exponent range, which reduces
accumulator width and critical path complexity, making deeper pipelining more effective.

In contrast, the BF16 accumulation designs are limited by the feedback dependency in the adder,
which forms the critical path. Breaking this dependency once already required double pumping
to reach a 3-stage pipeline, significantly increasing resource usage. Extending to 4 stages would
have required further partitioning of the feedback loop, incurring disproportionate cost for limited
performance gain. For this reason, we restrict the BF16 results to 3 pipeline stages.

Notably, only the MXFP8_E5M2 BF16 configuration benefits significantly from pipelining, where
moving to 2 stages yields a meaningful increase in throughput—likely because the larger dynamic
range of MXFP8_E5M2 provides enough headroom to benefit from deeper pipelining.

We further examined the impact of Vivado’s retiming synthesis optimization to better understand
its impact on performance. We found that retiming does not impact achievable frequency in a sys-
tematic way: in many cases it improves it, but can also lead to lower frequency. Designs with deeper
pipelines generally benefited more, as additional pipeline stages provide more opportunities for
retiming, but improvements were not guaranteed and varied with numerical format, accumulation
strategy, and array size.

5.3 Accumulation Strategy Comparison: Resource-Performance Tradeoffs

Beyond pipeline depth, Figure 7 also enables a direct comparison of Exact and BF16 accumulation
strategies. For MXFP8_E4M3, the 3-stage exact accumulation design achieves the highest throughput
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Fig. 8. LUT/FF utilization for 32 X 32 systolic array designs.

at 499 GOPS, significantly outperforming the BF16 counterpart, which reaches only 308 GOPS.
In the case of MXFP6_E2M3, the 3-stage exact design attains 568 GOPS, while the corresponding
3-stage BF16 implementation achieves just 307 GOPS. This performance advantage is largely due
to the higher operating frequencies enabled by exact accumulation, achieved primarily due to the
simpler integer-based accumulation path.

The MXFP6 formats, such as E3M2, achieve higher throughput than MXFP8 when using exact
accumulation, due to the reduced exponent width, which limits dynamic range and reduces the
required accumulator size. A smaller accumulator leads to a shorter critical path and enables higher
operating frequencies. As the exponent width decreases, these benefits become more pronounced,
resulting in noticeable throughput gains for exact accumulation with lower-precision formats.
On the other hand, BF16 accumulation is more sensitive to the mantissa width of the inputs,
and this trend remains consistent across both MXFP8 and MXFP6 formats. This is because the
design converts all products into BF16 format immediately after multiplication, and the subsequent
accumulation operates entirely in BF16, regardless of the original MX format. As a result, the
benefits of reduced exponent width in MXFP6 do not translate into improved throughput, since the
BF16 adder remains the performance bottleneck.

Figure 8 presents the resource utilization of the exact and BF16 accumulator PE designs, highlight-
ing the impact of exponent width and pipelining. On the left, we observe that in Exact accumulation,
resource usage decreases as the exponent width shrinks for each pipeline stage, due to the reduced
size of the accumulator. Additionally, each added pipeline stage increases overall resource usage, as
expected.

On the right of Figure 8, the BF16 accumulation designs show a different pattern. The 2-stage
pipeline often uses similar or even fewer resources than the base design, except for MXFP8_E4M3.
This is attributed to improved placement and optimization when the critical path is shortened.
The 3-stage BF16 design introduces a noticeable increase in resource usage across all formats—
approximately 45% more LUTs compared to the base design. This overhead stems from the inclusion
of a dedicated final adder and the additional accumulation registers required to implement double
pumping. While this approach improves throughput, it adds hardware complexity. Eliminating the
final adder and reusing existing accumulator circuitry could reduce resource utilization significantly,
at the cost of a 6.25% drop in throughput due to additional waiting cycles. Figure 9 illustrates the
resource-performance tradeoff for both MXFP8 and MXFP6, plotting throughput against LUT
utilization for all configurations. This figure gives us insights on area throughput efficiency.
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The Pareto analysis for MXFP8 formats shows that while Exact accumulation achieves higher
absolute throughput, BF16 accumulation offers better resource efficiency. In resource-constrained
scenarios, the E4M3 BF16 3-stage design presents a strong trade-off—delivering 62% of the through-
put of its exact counterpart while consuming only 34% of the LUT resources. BF16 accumulation
also exhibits consistent performance across formats, whereas the gains from exact accumulation
diminish with increasing format complexity, indicating reduced efficiency for wider exponent
formats.

In the case of MXFP6 formats, exact accumulation clearly outperforms BF16 in both throughput
and efficiency. For instance, the E2M3 2-stage exact design achieves 1.91X higher throughput than
the BF16 design with the same pipeline depth, while also using slightly fewer resources. This
highlights how lower exponent widths in MXFP6 formats favor simpler and faster integer-based
accumulation.

To better illustrate the area-performance trade-offs across accumulation strategies and MX
formats, Figure 10 compares throughput (left) and LUT utilization (right) for BF16 and Exact
accumulation across multiple pipeline depths. In terms of throughput, we observe a growing
performance gap between Exact and BF16 designs as the exponent width decreases, most notably
for MXFP6_E2M3 and MXFP6_E3M2. This is because exact accumulation benefits from reduced
exponent range, enabling faster, integer-based datapaths. The scaling factors shown above each
bar quantify the throughput gain achieved by exact accumulation over BF16 at the same pipeline
stage—for instance, MXFP6_E2M3 shows up to a 2.10X improvement at 2-stage depth.

On the resource side (right), the MXFP8_E5M2 format exhibits significantly higher LUT usage
for exact accumulation compared to other formats. This increase is due to the wider exponent range
requiring larger accumulator widths and longer shift operation logic, which raises the hardware
cost of Exact accumulation. In contrast, formats with narrower exponent widths like MXFP6_E2M3
achieve both higher throughput and lower resource usage with exact accumulation, making them
more favorable for constrained designs.

Figure 11 reports energy (J) and energy efficiency (GOPS/W) for two MX mini-float formats
(MXFP8_E4M3 and MXFP6_E3M2) across array sizes from 4x4 to 32x32. We can observe as the
size of systolic array increases, the energy efficiency increases, leading to a drop in overall energy
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Fig. 10. Performance and Area comparison of both designs for 32 x 32

consumption. This is because throughput scales faster than power as the array size increases. While
larger arrays consume more absolute power, they complete far more operations per cycle, thus
reducing energy per operation. We observe that the energy efficiency for BF16 is higher than exact
accumulation for MXFP8_E4M3 while this advantage disappears for MXFP6_E3M2 reflecting the
trend observed in the throughput vs resources Pareto frontier in Figure 9.

5.4 Comparison with Prior Works

To evaluate the effectiveness of our design, we compare it against several recent low-precision
accelerator architectures targeting FPGA deployment.

The authors of [33] omitted MXFP8 data for their designs, so we evaluated their open-source
implementation from [32] with input/output registers and synthesized it on the same platform along
with the MXFP6 designs. This enabled direct comparison of throughput, frequency, and resource
utilization between our systolic array and their dot product approach under identical conditions.
Their dot product implementation performs block-by-block vector dot products, meaning that each
unit computes an entire inner-product block in a single cycle, combining multiple multiplications
and additions simultaneously before performing a conversion step. While this enables high compu-
tational density, it introduces a severe data movement bottleneck: for the MXFP8_E4M3 case, each
cycle requires streaming 64 operands per unit, which for only 16 DP units amounts to 8,192 bits
per cycle. This large per-cycle data demand leads to aggregate bandwidths exceeding 1 Tbps for
high-unit configurations, severely constraining achievable frequency and throughput. Furthermore,
their operators are not pipelined internally. Hence, achievable operating frequency is severely
limited and overall throughput diminished despite the theoretical advantage. Table 4 presents
throughput and area metrics for the MXFP8 and MXFP6 dot product designs from [32] using exact
accumulation, allowing a fair comparison with our own exact-accumulation-based systolic array.
Despite consuming comparable FPGA resources, our 32 X 32 systolic array significantly outperforms
the 100-unit dot product implementation. For MXFP8_E4M3, our base design already achieves
307 GOPS—around 19% higher throughput than the dot product design’s 256 GOPS—while our
optimized 3-stage version reaches 499 GOPS, delivering nearly 2x the performance. A similar trend
holds for MXFP8_E5M2, where our 3-stage systolic array reaches 410 GOPS versus 195 GOPS for
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Fig. 11. Energy and Power efficiency for MXFP8_E4M3 and MXFP6_E3M2 on 1024 X 1024 GEMM workload

Table 4. Throughput and resource use for MXFP8 and MXFP6 dot product arrays with 16, 64, and 100 parallel
units for the design in [33].

16 Units 64 Units 100 Units
Format MHz kLUT kFF Pwr GOPS MHz kLUT kFF Pwr GOPS MHz kLUT kFF Pwr GOPS
MXFP8_E5M2 120 1235 2.6 5.2 61.4 80 4920 105 9.6 163.8 61 7471 124 111 195.2
MXFP8_E4M3 137 80.7 3.4 5.4 70.1 100 316.2 9.7 9.8 204.8 80 4853 124 11.1 256.0
MXFP6_E3M2 172 38.3 2.3 4.0 88.1 128 1514 6.3 6.1 262.1 93  230.6 8.1 6.3 297.6
MXFP6_E2M3 181 34.2 2.1 4.0 92.7 133 1343 5.5 5.8 272.4 100 205.5 7.3 6.2 320.0

the dot product design—more than doubling the throughput. We also extended the dot product
evaluation to include MXFP6 formats. While both MXFP6_E3M2 and MXFP6_E2M3 achieve im-
proved throughput over their MXFP8 counterparts—reaching up to 320 GOPS with 100 units in
MXFP6_E2M3, the gap between systolic and dot product implementations persists. For example,
our 32 X 32 systolic design achieves 568 GOPS with MXFP6_E3M2, significantly outperforming the
297 GOPS from the 100 dot product units. This highlights that even at lower precision, systolic
architectures maintain a throughput advantage due to better data reuse and interconnect efficiency.
These results highlight the effectiveness of our architecture in delivering scalable, high-throughput
MX computation.

Furthermore, we have collected the relatable systolic array architectures and Table 5 summarizes
key characteristics including the numerical format, architectural strategy, processing array size,
and reported throughput. These works span diverse approaches such as block floating-point
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Table 5. Comparison of recent low-precision accelerator designs on FPGAs.

Formats Architecture Stationarity Array Size Throughput
CARAT [26] FP8 Temporal-coded array WS 8% 128 98.1 GFLOPS
Wu et al. [39] BFPS8, FP32 DSP-based systolic array WS not fixed 1.025 TOPS’
Filippas et al. [12]  FP8 variants Skewed-pipeline systolic WS 128 x 128 -
Cuyckens et al. [6] MX(FP8, FP6, FP4, INT8) Precision-scalable pipelined array oS 4096 MACs -
This Work MXFP8, MXFP6 Deeply-Pipelined systolic array 0OS 32 %32 499/568 GOPS

" Paper reports 2.05 TOPS assuming each MAC counts as two operations (multiply and add); adjusted here for consistency.

quantization, multiplier-free computation, and skewed systolic pipelines. Compared to prior works,
our design offers a strong balance of precision support, scalability, and throughput efficiency.
Unlike CARAT [26], which avoids multipliers through temporal coding at the cost of generality
and performance scaling, our approach supports a wide range of MX formats while maintaining
high throughput through exact pipelined accumulation. While Wu et al. [39] report high TOPS
values, their design is heavily optimized for fixed DSP block usage and does not address format-
specific precision trade-offs. Additionally, the BFP8 format used in their work applies a shared
exponent per block without individual exponents for each element, which simplifies implementation
but limits accuracy compared to MX formats that allow per-element exponents within a shared
exponent structure. Filippas et al. [12] and Cuyckens et al. [6] emphasize architectural flexibility or
massive parallelism but do not report throughput and limit analysis to architectural feasibility. In
contrast, our design achieves up to 568 GOPS using a compact 32 X 32 array and provides a unified
exploration of both Exact and BF16 accumulation strategies for the MX format family—something
not addressed in prior systolic array implementations. While the two accumulation modes are
implemented separately, this work is the first to systematically evaluate their trade-offs in the
context of MX-based systolic array design on FPGAs.

6 Conclusions and Future Work

We have presented a scalable MX format systolic array design implemented on FPGAs. Through
detailed design space exploration across array dimensions, PE pipeline depth, and accumulation
strategy, we have shown effective designs across the performance/area trade-off. We evaluated
two accumulation strategies—Exact and BF16—across multiple MX formats and pipeline stages in
systolic arrays. Deep pipelining significantly boosted throughput, with the Exact 4-stage E3M2 and
3-stage E2M3 designs achieving a peak of 568 GOPS, outperforming BF16 accumulation in both
accuracy and performance for lower exponent-width formats. The use of BF16 accumulation in
certain MXFP8 cases offers a favorable resource-throughput trade-off, while exact accumulation
becomes increasingly advantageous for formats with smaller exponent widths due to reduced
accumulator size and higher achievable throughput. While our current implementations utilize only
LUTs and FFs, in future work, we will explore how to exploit DSP blocks for enhanced computational
density. Better resource balancing should allow scaling to larger array sizes since LUT utilization is
a limiting factor in current designs. Beyond FPGA prototypes, the insights from our study apply
more broadly to reconfigurable architectures. For example, coarse-grained reconfigurable arrays
(CGRAs) can adopt our MX-format processing elements as programmable spatial tiles, which we
plan to explore in future.
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